
  
    
      
    
  






Anyone Can Finish a Novel

Author: Paul Green

Published by: Paul Green

Published: 2026


Synopsis

You have a story. You have the only talent that actually matters — the creativity to imagine it.

Spelling, grammar, prose mechanics: none of those are talent. They’re skills. And skills can be learned, outsourced, or systematised.

Paul Green has written eighteen novels — primarily the Real Hero action series, distributed freely under a Creative Commons licence — without considering himself a natural writer. His grammar is weak. His spelling is worse. He can’t reliably spot his own typos. None of that stopped him finishing eighteen books, because he built a system that didn’t rely on those things.

Anyone Can Finish a Novel is a practical guide to that system. It covers how to organise a novel series so continuity doesn’t collapse under its own weight, how to build a reference layer that holds complexity so your brain doesn’t have to, how to use AI as a genuine creative partner without surrendering authorship, and how to think about revision as problem-solving rather than failure.

It is honest about what AI can and cannot do. It shows actual prompts, real examples from published work, and the mistakes — including the ones that made it into print. It does not pretend writing is easy. It argues that the barriers between having a story and finishing a novel are mostly practical, and that practical problems have practical solutions.

This book is for writers who have abandoned novels before. For series writers drowning in continuity. For neurodivergent writers for whom traditional writing advice assumes the wrong kind of brain. For anyone who has wondered whether using AI means they’re not a real writer.

The answer is no. The real work is the story. Everything else is mechanics — and mechanics can be outsourced, systematised, and managed.

Your story matters more than your grammar. This book is about how to get it finished.
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PART 1: THE PROBLEM


Section 1. Who This Book Is For

You have a story. Maybe it’s been in your head for years. Maybe it arrived last week. Either way, it matters to you—genuinely matters. You want to write it down, finish it, maybe even publish it.

But something’s in the way.

Perhaps you think you’re not a “real writer.” You’ve heard enough about grammar, prose style, and natural talent that you’ve convinced yourself you don’t have what it takes. Or you’re managing five interconnected books and your notes have become a disaster. You’ve got ADHD and linear writing advice makes no sense for how your brain works. You’re dyslexic and proofreading feels like punishment. You’re not a native English speaker and you’re tired of battling grammar.

Maybe you’ve started novels before and abandoned them—not because you lost interest, but because you got lost. The characters contradicted themselves. The timeline didn’t make sense. You rewrote the same scene six times and it still felt wrong. Eventually, you gave up.

Or you’re a world-builder, a screenwriter, a game designer. You’ve got an elaborate universe in your head, but you don’t know how to get it onto the page in a way that makes sense.

Perhaps you’ve published work. Maybe multiple books. But they don’t sell. One copy on Amazon, from Canada, and you’re not even sure if the person who bought it finished reading. You keep writing anyway because the story matters more than the market, but you’re exhausted by the gap between effort and recognition.

This book is for all of these people. And if you see yourself in one of these descriptions, keep reading.





Section 2. The Gap Between Story and Page

The most dangerous thing a writer can believe is that being a good writer requires being naturally talented at writing.

I know that sounds obvious when you read it back. But it’s worth sitting with, because it’s the belief that stops most people before they start.

You have a story. That’s separate from prose skill. It’s separate from grammar. It’s separate from whether you naturally notice when you’ve used the word “that” seventeen times in one paragraph. Your story—the thing you want to tell, the characters you care about, the world you’ve built—that’s distinct from your ability to spell “accommodation” on the first try.

Yet we conflate these constantly. We say someone is “a good writer” when we mean they have clean prose. We say someone “can’t write” when we mean they struggle with grammar. We assume that if you’re not naturally talented at writing, you can’t be a novelist.

I’m proof that assumption is wrong.

I’ve published eighteen novels. My grammar is weak. My spelling is worse. I burn by purple prose more often than I’d like to admit. I write clunky sentences. I overuse certain words. I make mistakes that a professional editor would circle in red. But I’ve finished eighteen books. I’ve managed continuity across multiple interconnected series. I’ve built a universe that holds together.

Not because I’m naturally talented. But because I’m systematic.

This book is about that systematisation. It’s about removing the assumption that you need natural writing talent to finish a novel. You need clarity. You need discipline. You need a way to keep track of what you’ve built so the pieces don’t contradict each other. You need to understand that prose can be polished, grammar can be corrected, but story—the thing only you can tell—that’s what matters.

And if you struggle with some aspects of writing (grammar, spelling, prose style), there are tools now that can help. AI can handle the mechanics so you can focus on what matters.





Section 3. The Complexity Trap

Let’s be concrete. Imagine you’re writing a novel. You’re four chapters in and it’s flowing. Your character, Sarah, makes a decision that feels right in the moment. She’s brave. She’s willing to take risks.

Three chapters later, Sarah encounters a situation that would be perfect for that kind of bravery. But she hesitates. She plays it safe. It’s a different character.

You don’t notice until a beta reader points it out. By then, you’ve written two more chapters around that mistake. Fixing it means reshaping her entire arc. You rewrite. You rewrite again. What should have been a one-line fix becomes a weekend of work.

That’s the simplest version of the complexity trap.

Now imagine Sarah is one of six main characters. Each has their own motivations, contradictions, evolution. You’ve given Sarah a scar on her left arm in chapter two. In chapter twelve, you describe her right arm bleeding. You didn’t notice because you were focused on the emotional beat of that scene, not on physical consistency.

Add a timeline. Sarah’s daughter is eight years old in book one. Book two takes place five years later, so she should be thirteen. But you’ve had her act eight throughout the book because you wrote it out of order and forgot to age her up. Now readers are confused.

Add worldbuilding. You establish that magic costs life force in book one. In book three, a character casually uses a powerful spell without consequences. You broke your own rule because you forgot you’d set it.

Add a series. You’re managing eighteen books across multiple narratives. Character A was introduced in book three. In book eleven, she’s making decisions that contradict her established personality. Book six introduces a timeline event that should have affected book nine’s plot, but you forgot it happened. Secondary characters shift in importance across books. Relationships evolve in ways that feel inconsistent because you didn’t track them carefully.

This is the complexity trap. And most writers solve it ad-hoc.

They keep scattered notes. A notebook for character profiles, a spreadsheet for timelines, sticky notes on the wall for plot points, a Google Doc for worldbuilding, a vague sense of “I’ll remember the important stuff.” They hope their memory holds up. Often, it doesn’t.

What happens then? Continuity errors. Plot holes that require reshaping entire sections. Characters who contradict themselves. Reader confusion. Frustration. Rewrites that take months because you have to untangle the mess you made.

And for series writers, it’s exponential. Each book adds complexity. By book five, you’re tracking so much that you spend more energy on logistics than on story. You’re thinking about whether a character’s age is consistent instead of thinking about what they want. You’re checking timelines instead of writing scenes. The creative energy gets drained.

Eventually, some writers abandon the project. It’s too complicated. They’ll finish the series later, when they’ve “figured out a system.” They never do.

Others push through, but the books suffer. They’re not as good as they could have been because half the author’s brain was spent on logistics.

And the worst part? This is entirely preventable.

You don’t need a brilliant memory. You don’t need to be naturally organised. You need a system. Something external to your head that tracks what you’ve built, so you can focus on building more.





PART 1: THE PROBLEM (continued)


Section 4. The Writing Skill Question

There’s a scene in my head. It’s vivid. I know what happens, how it feels, what the characters say. But when I sit down to write it, the prose comes out rough. Clunky. Sometimes I use the wrong “their.” Sometimes I miss a typo entirely because my eyes skip over it—I’ll read the sentence three times and not see that I’ve typed “make” instead of “made.” It’s muscle memory gone wrong, or my brain filling in what should be there rather than what actually is.

This has been true for all eighteen of my novels.

I’m not a natural writer. My grammar is weak. My spelling is weaker. I can spend an entire morning staring at a block of code (or prose) wondering why it’s broken, then realise it’s a single typo that’s been invisible to me the whole time. Several cups of tea later and it’s suddenly obvious. But in the moment? I can’t see it.

Here’s the thing though: that’s not a limitation on my ability to write novels. It’s a limitation on my ability to proofread them. And those are different skills.

I can see inconsistency. When a character’s eye colour changes mid-book, I notice. When the timeline doesn’t add up, I catch it. When a character makes a decision that contradicts their established personality, I feel it. That’s the skill that matters for novels. That’s storytelling.

The grammar and spelling and prose polish—those are mechanics. Important mechanics, yes. But they’re separable from the act of telling a story.

For years, I thought this meant I wasn’t a “real writer.” That there was something fundamentally wrong with me. That I needed to be naturally talented at grammar to be a novelist. I’d read advice from Stephen King and others about writing every day, and I’d think: what’s the point? I’m just going to write it badly and have to rewrite it anyway.

It took me a while to realise I was conflating two different things. Being good at writing (the craft of telling a story) is not the same as being good at prose mechanics (spelling, grammar, sentence structure). They’re related, but they’re not the same.

And here’s the crucial bit: prose mechanics can be learned. More importantly, they can be outsourced.

When I write a first draft, I’m thinking about story. About character. About whether this scene serves the narrative. I’m not thinking about whether I’ve used “that” too many times in this paragraph. I’m not checking if my dialogue sounds natural. I’m not making sure my descriptions aren’t purple.

Then, once I have the skeleton of the scene down, I apply my style guide. I’ve built a detailed guide over years of writing—guidelines on chapter length, pacing, character voice, how to describe action, how to handle dialogue. It’s not restrictive; it’s clarity. It’s saying: “Here’s what mature prose looks like in my universe.”

And here’s where the work happens: I feed the rough draft and the style guide to AI, and ask it to make the prose match that guide. Fix the grammar. Tighten the description. Make sure the character voices are consistent. The AI does a first pass.

Ask AI: “Here is my rough draft scene and my style guide. Please rewrite the scene to match the style guide. Improve the grammar and prose, maintain the character voices as described, and do not add new plot elements or characters.”

That last instruction matters. Without it, AI may decide your scene needs embellishing.

Then I read what it produced, and almost every line changes. Not because the AI got it wrong, but because it’s not quite my voice yet. The AI might write technically correct prose that doesn’t feel like the story I’m telling. So I reshape it. I question it. I push back. I make it mine.

That’s the actual work. That’s where the craft lives.

The proofreading, the grammar correction, the spell-check—yes, the AI handles some of that. But only as a first pass. Only as a starting point. The real writing is the iteration. The shaping. The making-it-mine part.

And here’s what that means: my weakness (I can’t spot typos; grammar is hard for me) doesn’t stop me from writing novels. It just means I use a tool to handle that part so I can focus on the parts where my strength lies.





Section 5. The Accessibility Question

I wasn’t diagnosed as dyslexic. But the older I get, the more dyslexic-like traits appear in my work. I type like I might be dyslexic—fingers ahead of brain, muscle memory tripping me up. I can’t reliably spot my own mistakes. And I’ve learned to work around this rather than through it.

The point isn’t whether I’m technically dyslexic or just have poor proofreading skills. The point is: there are barriers between me and finished prose. And those barriers are real.

But they don’t have to be barriers to finished novels.

This matters because there are lots of people out there with actual barriers. People with dyslexia who can’t easily see spelling errors. People with ADHD who can’t sustain linear writing for hours. People for whom “just write every day” is terrible advice because their brain doesn’t work that way. People with language barriers because they’re not native English speakers. People who are disabled or chronically ill and can’t write at a desk for eight hours.

Traditional writing advice assumes a certain kind of brain. A brain that can focus linearly. A brain that naturally spots errors. A brain that’s wired for prose-as-a-first-language. If your brain doesn’t work that way, you get told you’re not a “real writer.”

That’s gatekeeping. And it’s nonsense.

What you actually need to write a novel is: a clear story, discipline, and a system that works with your brain rather than against it.

I can’t spot typos. So I built a system that doesn’t rely on me spotting them. I outline scenes. I draft roughly. I apply a style guide. I use AI to catch mechanical errors. I iterate. None of these steps require me to be naturally good at proofreading.

Someone with ADHD might not be able to write linearly. So they could write scenes out of order, store them in a system that tracks them, and assemble them later. They could write in short bursts rather than long sessions. The system accommodates the brain, not the other way around.

Someone with dyslexia could use text-to-speech to catch errors their eyes miss. They could use AI to check consistency. They could work with a human editor who understands their specific challenges. The barrier doesn’t disappear, but it becomes manageable.

The technology now makes this possible in a way it wasn’t before. AI can read your work and catch what you miss. It can check consistency across thousands of pages. It can reformulate prose without losing your voice—if you direct it properly. It can be the external brain that holds the complexity so you don’t have to.

None of this is cheating. None of it is “not real writing.” It’s writing with accessibility in mind. It’s removing a barrier so the actual work—the storytelling—can happen.

The irony is that the people most likely to benefit from these tools are often the people most afraid to use them. They think accessibility is weakness. They think using a tool means they’re not a “real writer.” So they don’t finish novels. Their stories stay in their heads. The world doesn’t get to read them.

This book exists partly to say: use the tools. Remove the barriers. Your story matters more than proving you can write like someone whose brain works differently from yours.





Section 6. The AI Question (The Contentious One)

Right now, talking about AI in creative work is politically fraught. Some people are angry about it. Some are terrified. Some think it’s the future. Some think it’s the death of artistry. And a lot of writers are genuinely anxious: if I use AI, am I still a real writer?

I’m not going to solve that debate here. But I can tell you how I actually use it, and let that speak for itself.

I have a scene. It exists in my head, vivid and specific. I might have outlined it. I might have written it down in fragments. I sit down and I write it out. The prose is rough. There are errors. There are moments where I’ve used the wrong word. There are places where the description is too sparse or too purple. The dialogue might not flow. The pacing might be off.

That’s the first draft. That’s my work. That’s my ideas on the page.

Then I pull up my style guide—a detailed document that describes how prose should work in my world. How long chapters should be. How characters sound. How action should be paced. How description should be balanced. What mature prose looks like in my universe. And I ask AI to take my draft and apply that guide.

The AI does a pass. It tightens descriptions. It fixes grammar. It makes sure dialogue is consistent. It checks that action sequences are clear. It produces a version that’s technically much cleaner than what I wrote.

Then I read it. And almost every line changes.

The AI might have written something technically correct that doesn’t sound like the story I’m telling. It might have made a character voice too formal, or description too bare. It might have missed a nuance. So I reshape it. I question it. I make it mine.

If the AI has written something genuinely brilliant, I keep it. Sometimes that happens. But more often, I’m iterating. I’m saying “no, that’s not right” and trying again. I’m ensuring that the final prose is my voice, not some approximation of it.

Sometimes the AI makes mistakes. I once had it write a paragraph that casually mentioned “chapter 22” in the prose itself—as if the characters were aware they were in a book. That’s absurd. But it’s my job to catch that and fix it. The AI isn’t writing my novel; I’m using AI as a tool in the process of writing my novel.

And here’s the thing: I also use AI to generate images of my characters based on my descriptions — paste the description from your prose, get an image back, see if it matches what you intended. I do this in reverse too: find a reference image, ask AI to describe it as a character, compare that to what I’ve written. I use AI to check for consistency problems across books. I use AI to brainstorm when I’m stuck. I use it to interrogate ideas.

All of that is tool use. It’s not cheating. It’s not “not real writing.” It’s using technology to do work that I’m either weak at, or that would take me a very long time to do manually.

And here’s why this matters: I struggle with grammar and spelling and spotting my own errors. Without this tool, one of two things happens. Either I publish books with errors in them (which I do, sometimes, but fewer than I would otherwise). Or I spend enormous amounts of time on proofreading, time I could spend on the next story.

Using AI means my weakness doesn’t stop me from finishing novels. It means someone who’s not naturally talented at prose mechanics can still tell their story. It means the barrier between “I have an idea” and “I have a finished book” gets lower.

Is that cheating? Only if you think that someone with dyslexia using a spell-checker is cheating. Only if you think that someone using a beta reader is cheating. Only if you think that any tool that isn’t “raw talent” is somehow illegitimate.

I don’t believe that. And neither should you.

The real work is the thinking. The imagining. The shaping of story. The directing of the tool to do what you want it to do. The thousands of decisions about character and plot and pacing. The rewriting. The iteration. The making-it-yours.

That’s all still you. That’s all still real writing.

The grammar correction? That’s just the mechanics. And mechanics can be outsourced.





PART 2: METHODOLOGY—THE FOUNDATION


Section 7. Systematic Thinking Over Talent

Let me start with a concrete problem.

I’m writing book eight of the Real Hero series. A character named Omar Haddad appears. He’s been in previous books. He has a history, relationships, contradictions. I know who he is because he’s lived in my head across multiple novels.

But I also have a file. One file per character, with everything I’ve noted about them. Their appearance. Their background. How they relate to other characters. How they’ve changed across the books I’ve written them in. It’s a living document—every time I write Omar, I add to it. Every time I discover something new about him, it goes in.

Now, imagine I’m writing a scene where Omar makes a decision. That decision needs to feel consistent with who he is. I could rely on memory. I could hope I remember what drove him in book three. Or I could open his profile and check. Not because I don’t trust my memory, but because memory is fallible. Especially across multiple books and years of writing.

That’s the core of systematic thinking: externalize the complexity so you can focus on the story.

The story is the bit that requires imagination, creativity, emotional intelligence. The story is: what does Omar want? What’s in his way? How does he change? Those are the questions that matter.

The consistency is the bit that requires tracking. And tracking is what systems do.

I’ve written ten published books in the Real Hero series. I’m managing Dave (the protagonist), his team (Anya, Serj, Omar), their antagonists, supporting characters, locations, equipment, abilities, a timeline that spans years of in-world events, and a worldbuilding system that has its own physics and rules. If I tried to hold all of that in my head, I’d spend all my creative energy on logistics instead of story.

So I don’t. I have a structure. It’s not perfect. It evolved over time. But it works.

Here’s what it looks like:

Books folder: One subfolder per novel. Each contains the chapters as I write them.

Characters folder: Antagonists, protagonists, supporting cast. One file per character. Everything about them lives in one place: appearance, background, relationships, evolution across books, contradictions they hold, how they’ve changed.

Equipment folder: Vehicles, weapons. Because in action-heavy fiction, you need to know what’s available and what isn’t.

Powers and abilities: What Dave can do. What his limits are. How his abilities have evolved. Why he has them (the nanobots, the fungus, the Vril energy).

World-building folder: Locations (where things happen), organisations (groups and institutions), technology (what exists in this world), timeline (when things happen).

Writing guides folder: Style guides. Pacing guidelines. How prose should work in this universe.

This structure didn’t emerge from nowhere. It emerged because I kept running into the same problems. I’d write a character and forget what colour their eyes were. I’d create a location and not remember if I’d already established what organisation controlled it. I’d write a scene and realise it contradicted something from two books back.

Each time that happened, I added a box. A place to track that information so it wouldn’t get lost.

Now here’s the important bit: I don’t maintain all of this perfectly. A lot still lives in my head. I don’t have every detail of every character documented. I don’t have every location pinned down. Some things I just remember, or rediscover when I reread an earlier book.

But the structure is there. The critical stuff is documented. And crucially—I can search it. I can ask: “What do I know about Omar?” and have it in one place rather than scattered across notes, memories, and assumptions.

That’s the system. Not perfect. Not complete. But sufficient to let me write without the logistics drowning out the story.





Section 8. Principles: Show, Don’t Tell, Purple Prose, and Chekhov’s Gun

When I wrote book one of the Real Hero series, I didn’t understand “show, don’t tell.” I wrote entire scenes explaining what characters felt, what they wanted, what their motivations were. The prose was functional but flat. It wasn’t until I ran the manuscript through AI that it called me out: You’re telling the reader what to think instead of letting them experience it.

That feedback changed everything.

Show, Don’t Tell means: instead of “she was angry,” show the anger. Jaw clenched. Fists white-knuckled. Voice flat and controlled. Let the reader feel the emotion through action and dialogue, not authorial explanation.

But learning this created a new trap.

Once I understood “show,” I started showing everything. Every conversation had a character nodding. Or shrugging. Or looking away. The prose became repetitive because I was so focused on showing action that I wasn’t thinking about which actions actually mattered. Every beat got the same mechanical treatment.

Then I fell into purple prose.

Determined not to be flat, I started layering sensory details into every environment. The house smelled of baked bread. There were muddy footprints in the hall. The light fell at a particular angle through the window. Every location became a feast of sensory information.

But here’s the thing: not all sensory details serve the story.

The baked bread smell? It didn’t matter. The muddy footprints? They weren’t plot-relevant. The particular angle of light? It was just decoration. I was writing prose that looked beautiful on the surface but didn’t do anything. It was floral. It was purple prose—language that serves itself instead of the narrative.

AI critique caught this too. “These details are lovely, but do they matter? Is the smell of baked bread important to understanding this scene, or are you just being poetic?”

The principle that connects these: every element you introduce should serve the story.

This is Chekhov’s Gun: “If you say in the first chapter that there is a rifle hanging on the wall, in the second or third chapter it absolutely must go off. If it’s not going to be fired, it shouldn’t be hanging there.”

Don’t mention the baked bread unless the smell is relevant to the scene. Don’t describe muddy footprints unless they matter to the plot or character. Don’t show a nodding gesture unless that particular nod reveals something about the character or advances the scene.

In practice:

Show emotion through action, but choose actions that reveal character. A nervous character might fidget with their phone. An angry character might go very still. A distracted character might look past the person speaking to them. These aren’t just actions—they’re characterising actions.

Use sensory details, but only when they serve. If a character notices the smell of baked bread, it should be because: they’re comforted by it (revealing vulnerability), they hate it (revealing taste or trauma), or it’s a clue to something happening in the scene. Random sensory detail is just decoration.

Building your style guide with this in mind:

When you ask AI to help you write your style guide, emphasise these principles. Instead of “use rich sensory language,” say: “Use specific, economical sensory language that reveals character or advances plot. Avoid sensory detail that merely decorates.”

Instead of “show emotion through action,” say: “Show emotion through specific, characterising actions. Each gesture should reveal something about the character or change the reader’s understanding of the scene.”

This keeps your AI assistance honest. When you ask Claude to apply your style guide to a scene, it will strip out the purple prose and repetitive gestures because the guide explicitly says not to include them.

The learning curve:

None of this is obvious when you start. You learn by writing badly, getting feedback, and revising. You learn by falling into the trap of telling instead of showing. You learn by writing purple prose and having someone point out that the baked bread doesn’t matter. You learn by making every character nod and realising how mechanical it sounds.

This is why the system matters. Once you understand these principles, you document them in your guides. Then when you’re drafting—especially when you’re in flow and not thinking critically—your style guide is there to catch you. AI applying your guide will strip out the unnecessary details. Revision with these principles in mind will tighten the prose.

You don’t have to be naturally talented at these things. You have to be willing to learn them, document them, and apply them systematically.





Section 8b. The Craft Principles — and How AI Can Teach Them

Here’s something that often gets overlooked when people talk about AI and writing: it doesn’t just do things. It can explain things. It can catch a mistake and tell you why it’s a mistake. It can apply a principle and walk you through what it changed and why.

That makes it a learning tool, not just a production tool. Every prompt you send is also an opportunity to understand your own craft better — if you ask.

Section 8 covered Show Don’t Tell, Purple Prose, and Chekhov’s Gun. These aren’t the only principles worth knowing. Here are the others that matter most, and how AI can help you both apply and understand them.

Narrative Structure

Foreshadowing means planting details early that pay off later. A character’s fear of enclosed spaces, mentioned in passing in chapter two, becomes crucial in chapter fourteen. Done well, readers don’t notice it on first read — they just feel satisfied when the payoff arrives. Done badly, it feels like the author made something up after the fact.

Your reference layer is your foreshadowing tracker. If you establish something, it goes in a file. When you arrive at the payoff, you check the file and make sure it’s earned. AI can help you audit this: “Here are chapters one to five. What details have I introduced that haven’t paid off yet? What might I have foreshadowed unintentionally?”

The Rule of Three is simpler: things come in threes. Three attempts. Three clues. Three warnings. Two feels incomplete; four feels indulgent. It’s not a law, but it’s a pattern readers respond to instinctively. AI can flag when you’ve broken the pattern in a way that feels unsatisfying, even if you can’t quite identify why a scene feels off.

Escalation means each act raises the stakes. Problems get worse before they get better. If your protagonist’s situation improves steadily, you’ve lost tension. If the third act reveals a problem no more serious than the first, the reader won’t feel the weight of the ending. Ask AI: “Does this outline escalate properly? Where does the tension drop when it shouldn’t?”

The Inciting Incident and the Midpoint are structural anchors. The inciting incident forces your protagonist to act — it can’t be coincidence or convenience. The midpoint is a false victory or false defeat that pivots the story’s direction. If either of these is weak, the story feels shapeless. AI can help you identify them in a draft: “What is the inciting incident in these chapters? Does it feel earned, or does the character act without sufficient cause?”

Character

Motivation must be clear. Readers will accept almost any character action — violence, betrayal, sacrifice — if they understand why. The motivation doesn’t have to be sympathetic. It just has to be coherent. Your character profiles should document not just what a character does, but why they do it. If the why isn’t in the profile, it’s probably not consistently on the page either.

The Inverse Law of Competence is something writers often forget: characters should be good at some things and bad at others. A protagonist who excels at everything is boring because there’s no tension. Dave is physically capable but not invulnerable. Anya is operationally brilliant but emotionally guarded to a fault. The weaknesses are as important as the strengths, and they belong in the character profile.

Ask AI: “Based on this character profile and these chapters, does [character] feel too competent? Where are their weaknesses showing up in the story?”

Dialogue

Subtext is what characters mean but don’t say. Two characters arguing about a holiday plan are often really arguing about control, or trust, or something unresolved between them. The surface conversation is the vehicle; the subtext is the cargo. Dialogue without subtext is just information exchange.

Exposition disguised as dialogue is the opposite problem — characters explaining things to each other that they both already know, purely so the reader can hear it. “As you know, Bob, the organisation has been operational for fifteen years.” No one actually talks like this. If you need to convey information, find a reason for one character to genuinely not know it.

AI is good at catching both. “Does this dialogue scene have subtext, or are characters only saying what they mean? Is any of the dialogue there purely to inform the reader rather than to serve the scene?”

Style and Voice

Sensory specificity is the difference between “it was dark” and “the darkness tasted of rust and old pennies.” Generic description creates no image in the reader’s mind. Specific, unexpected sensory detail — especially from unexpected senses — creates one instantly. Your style guide can document which sensory registers work best for your universe and your protagonist’s voice.

The Meta-Principles

The Iceberg Theory — Hemingway’s principle — says that what appears on the page is only the visible fraction. The character’s full history, the world’s full logic, the organisation’s full structure: most of it never appears in the prose. But it informs every line. This is exactly what your reference layer is for. The reader doesn’t read Grigory’s prosthetic claw specifications. But because you know them, every scene where he uses that hand is written with precision.

Occam’s Razor for Plot is a practical warning: the simplest explanation that fits the story is usually the right one. Overcomplicating your backplot — too many twists, too many factions, too many competing conspiracies — creates continuity problems that compound across books. When you find yourself adding complexity to resolve a plot problem, consider whether a simpler solution exists.

AI as Teacher

The point isn’t to memorise this list. The point is that you can ask. When a scene feels wrong and you can’t identify why, you can ask AI to diagnose it against these principles. When a character feels flat, you can ask whether their motivation is clear and their weaknesses visible. When dialogue feels clunky, you can ask whether it has subtext or whether it’s smuggling exposition.

AI will apply these principles if you ask it to. But more usefully, it will explain what it’s doing. “I softened this dialogue because the characters were stating their feelings directly — the subtext was doing the same work more effectively.” That explanation teaches you. Next time, you catch it yourself.

That’s how you improve as a writer while using AI. Not by outsourcing your craft, but by using every interaction as a chance to understand the principles behind the feedback.





Section 9. Building Your Reference Layer

Let me give you a concrete example of how a reference layer prevented a disaster.

I was writing a later book in the Real Hero series. A character appeared—Omar Haddad, someone I’d written before. I wrote his scenes. He felt right. Consistent with how I remembered him. I moved on.

Later, when I was revising, I pulled his character profile. And I saw: I’d written him as Hassan, not Omar. And more importantly, I’d given him a Pakistani background when he’s actually North African. In my recent writing, I’d constructed an entirely different history for him—different surname, different heritage, different cultural context.

The inconsistency was jarring. I’d essentially created a different character by accident. The mistake cascaded: if his name was different, his heritage was different, his relationships were different, his motivations shifted.

Without the reference layer, that mistake would have made it into the published book. No reader would have caught it (or maybe they would, leaving a confused review). But the inconsistency would have been wrong—a contradiction that undermined the story’s internal logic.

The reference layer caught it.

Now, building a reference layer doesn’t mean documenting everything. It means documenting the things that matter for consistency. For me, that includes:

Character profiles: One per character. What goes in depends on the character’s role. For protagonists like Dave, it’s extensive—his abilities, his limits, his evolution, his relationships. For supporting characters, it’s less—their appearance, their connection to the story, how they change.

World-building rules: What exists in this world. What doesn’t. What’s possible and what isn’t. For Real Hero, that means: real-world physics apply. Dave can lift heavy things, but not planes by the wing—the wing would tear off. He can fall, but gravity always wins. He’s fast, but not faster than bullets. These limits matter because they define what kind of story this is.

Timeline documentation: When things happen, especially when multiple scenes happen simultaneously across different parts of the narrative. I use chapter outlines to track this. Which characters are where, when. What they know at what point. Especially important for multi-book series where events in book three affect decisions in book nine.

Locations and organisations: Where things happen. Who controls what. What resources are available in which place. This prevents you writing a scene where a character has access to something they shouldn’t have, or can’t reach something they need.

Lore and worldbuilding: How the world works. For Real Hero, that includes the nature of Dave’s abilities (nanobots, fungus, Vril energy), how they’ve evolved, what’s possible within those constraints. For fantasy worlds, it might be magic systems and their costs. For sci-fi, it might be technology levels and capabilities.

Here’s what matters: build the reference layer as you discover what needs to be tracked.

You don’t start by creating a perfect, comprehensive system. You start by writing. And when you realise you’ve written yourself into a corner (a character’s backstory contradicts itself, or you can’t remember if something’s already been established), that’s when you create a reference.

For me, the character profiles started simple. Name, appearance, basic role. Over time, as characters grew more complex and appeared across more books, the profiles grew with them. The timeline started as a rough outline. It became more detailed as I managed more simultaneous events. The world-building started as scattered notes. It became structured as I realised I needed to reference it constantly.

The system grows with your practice.

And here’s the other crucial thing: the reference layer needs to be accessible. It needs to be in a format you can search, find, and update quickly. For me, that’s a folder structure with markdown files. For you, it might be a spreadsheet, a wiki, a note-taking app. Whatever format lets you actually use it rather than letting it gather dust.

One more thing: document what matters, not everything. You don’t need to track every detail. You need to track the details that, if they contradicted themselves, would break the story. For Dave, his core abilities and limits matter. For a supporting character, maybe just their role and key relationships matter. For a location, what organisation controls it and what resources are there matter.

Don’t over-engineer it. Build it as you need it.





Section 10. The Revision Mindset

When I finished book one of the Real Hero series, I thought it was done. I published it. I moved on to book two, book three, and kept writing.

Years later, after I’d written book ten, I reread book one. And I realised how immature the prose was. How much I’d learned. How much better I could make it.

So I rewrote it. Not the story—the story was right. But the style. The prose. The way scenes were described. The pacing. The maturity of voice.

That’s one kind of revision.

There’s another kind: when your reference layer catches a mistake and you have to decide what to do about it.

You discover that a character’s background contradicts something you established three books ago. You have three choices:

Option one: Change the earlier book to match what you’ve now written. But if that book is already published, you’ve now created a continuity problem for readers who’ve already read it.

Option two: Change the current book to match the earlier established fact. This keeps published work consistent, but requires rewriting the scene you just wrote.

Option three: Accept that the character has genuinely evolved in a way that contradicts their earlier self, and document that as character growth.

For me, option one is off the table if the book is published. I’m uncomfortable changing published work retroactively. So it’s usually option two or three.

Option three only works if the contradiction makes narrative sense. If Omar’s earlier self was one way, and his current self contradicts that, it needs to be because something happened to change him. Not because I forgot who he was.

Option two is the safe choice. Rewrite the current scene to be consistent. It’s extra work, but it keeps the story coherent.

The mindset here is: revision is where the real work happens.

Your first draft is permission to be messy. You’re getting the scene down. You’re discovering what happens. You’re not yet concerned with whether it matches everything else you’ve written. That comes later.

Revision is when you apply your style guide. When you check your reference layer. When you catch inconsistencies and fix them. When you make the prose match your voice. When you ensure that every detail serves the story.

I’ve rewritten entire novels. Books one through seven of Real Hero all got complete rewrites. Not because the story was wrong, but because my writing improved and those books deserved better prose. It took time. It required me to reread books I thought were finished. But the end result was books that matched the quality of the later ones.

That’s not failure. That’s craft.

Here’s the practical side: revise with your reference layer open. Don’t revise from memory. Open your character profile. Check your timeline. Verify your world-building rules. Make sure your changes don’t create new contradictions elsewhere.

And here’s the other practical side: revise with your style guide. Have your pacing guidelines in front of you. Your prose standards. Your character voice notes. Make sure each chapter meets those standards. Make sure the prose sounds like your voice, not generic.

One more thing: revise knowing you’ll miss things. Even with a reference layer and a style guide, you’ll miss inconsistencies. You’ll overlook errors. That’s where the multi-pass approach helps. Write, revise, let it sit, revise again. Each pass catches different things because your brain is in a different mode.

And that’s where having another set of eyes helps—whether that’s a beta reader, an editor, or an AI checking your work against your reference layer.

The revision mindset isn’t perfectionism. It’s pragmatism. You’re not trying to create a flawless book. You’re trying to create a coherent book. A book where the details don’t contradict themselves. Where the prose serves the story. Where a reader can trust that you know what you’re doing.

That trust is built through revision.





PART 3: AI AS CREATIVE PARTNER


Section 11. Here’s How I Actually Use AI

Let me start with something that happened recently.

I was writing a scene with a vampire character in my Black Eyes and Broken Souls universe. Vampires in that world aren’t the romantic kind—they’re demonic entities that inhabit human bodies. I needed to understand their motivations. What makes a demon choose to inhabit a body? What happens after?

I wrote out my thoughts—rough, scattered, half-formed. I threw them at Claude and asked: does this work?

Claude came back with something I hadn’t considered. When a vampire feeds, it has a choice: exhaust the host entirely, or empty them just enough to invite another demonic entity into that body. And here’s the part Claude latched onto: the new entity that arrives gains the memories of the previous host. Not the personality. Not the emotions. Just the memories—knowledge of who the person was, what they did, who they knew—but without the emotional context.

So a demon inhabits a body, has all the memories of the original person, can fool their friends and family, but feels nothing about those memories or relationships. It knows this person loved their daughter, but it has no capacity to feel love. It remembers a decades-long friendship, but experiences zero emotional attachment.

But here’s where I made the leap: the demon understands that it feels nothing. It comprehends the gap. It knows humans have emotions. It recognises, intellectually, that something is missing from itself. The entity can read the memories—understand that this person spent thirty years with a spouse—but it has no framework for experiencing what that means. It’s aware of its own absence. It understands what it lacks, even if it can’t feel the lack.

That awareness becomes something else entirely. Not just a hollow impersonation, but an entity aware of being hollow.

I hadn’t framed it that way before. But the moment I recognised what Claude had handed me, I saw the deeper layer. The horror isn’t just that the person is gone—it’s that their body is inhabited by something intelligent enough to know what it’s missing, wearing their memories like a borrowed skin, going unnoticed because it knows exactly how to perform the role. I refined it. I tweaked it. And I ran with it.

That concept became the Black Eyes and Broken Souls novel “Sympathy for a Devil.” The emotional absence of a demonic entity inhabiting a human body—the uncanny valley of perfect knowledge with complete emotional detachment—became the core of that book. That’s what I mean by AI as creative partner: it handed me the framework, I made the leap, and it became a finished novel.

That’s one example of how AI does creative work in my process.

Here’s another example, in the opposite direction.

I was working on a scene. Claude wrote it out. And then, unprompted, it introduced a new character. This character had their own motivations, interactions with my protagonist, and—crucially—it tried to steer the entire plot in a new direction. The AI had decided to take creative control.

I read it, realised what had happened, and I typed an expletive-laden response telling Claude to get back on track. The new character, the plot redirect, the whole tangent—gone. Not happening.

That’s the line. AI can stumble into brilliant ideas. I can run with them if they serve the story. But AI doesn’t get to decide where the story goes. That’s me.

Here’s my actual workflow:

For the novel itself: I have a separate Claude project with full access to my novel-codex through the MCP. This project memory contains everything relevant to the current book—character profiles, lore, style guides, summaries of previous novels. I write a rough scene. I ask Claude to reshape it according to my style guide. Ask AI: “Here is a rough draft scene and my style guide. Rewrite the scene to match the style guide. Improve grammar and prose quality, maintain the character voices as documented in the project files, and do not introduce new plot elements or characters.”

Claude produces a version that’s technically clean, prose-wise correct, voice-adjacent to what I’m aiming for. Then I read it, almost every line changes. I’m not accepting Claude’s version blindly; I’m using it as a just another pass that I then continue to reshape into my voice as necessary.

For brainstorming ideas: I have a completely separate Claude conversation. This one has its own memory, separate from the novel project. I throw ideas at it:

Ask AI: “Here is the setup for a scene I’m planning. Does this character’s motivation make sense given what you know about them? What might go wrong with this approach?”

Ask AI: “How would [character] react if [situation]? What would they do, and what would that reveal about them?”

Claude suggests, questions, explores. Sometimes it lands on something I hadn’t considered and I note it down. Sometimes it goes off the rails and I redirect. But this conversation never touches the novel’s project memory. I keep unwritten ideas, half-baked concepts, and “what if” scenarios completely separate from the work in progress. That way, AI can’t accidentally write future events into the current chapter.

For image generation: I use ChatGPT and Copilot. I take my character description directly from the novel and feed it to the image generator.

Ask AI: “Generate a portrait of this character based on the following description: [paste description from your prose].”

I compare the result to what’s in my head. If it’s close, the description is accurate enough. If it’s wildly off, I know the description needs work — the problem is in my prose, not the AI.

I also run the process in reverse. I find a reference image that matches my mental picture of a character, show it to Claude, and ask:

Ask AI: “Describe this person in detail — physical appearance, approximate age, build, distinguishing features — in the style of a novel character description.”

Then I compare that output to what I’ve already written. If they match, my description is working. If they diverge, I know which detail I’ve under-described or got wrong. It’s a sanity check on my own prose that costs almost nothing.

For critique and consistency checking: I use NotebookLM. I upload my chapters, my character profiles, my lore documents, and ask structural questions rather than prose ones. For example:

Ask AI: “Based on the uploaded character profiles and chapters, identify any points where a character acts inconsistently with their established profile.”

Ask AI: “Are there any timeline contradictions across these chapters?”

Ask AI: “What details have been introduced in these chapters that have not yet paid off narratively?”

NotebookLM reads everything simultaneously and answers against the whole document set — it’s not just checking the current chapter in isolation.

Crucially: I never accept any suggestion without reviewing it thoroughly. Even NotebookLM’s suggestions—which are usually solid—I run past Claude before implementing. “Here’s what NotebookLM flagged. Does this critique make sense? Do you agree?” Sometimes Claude agrees. Sometimes it pushes back and explains why the suggestion might be misguided.

What a Claude project actually looks like
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The Claude web interface showing the “Dave - The Congo Conspiracy” project: conversation history on the left, project files and instructions on the right.

The screenshot above shows a real novel project in Claude’s web interface. On the left is the conversation history — individual sessions for rewriting chapters, checking consistency, working through specific scenes. On the right are the project files: style guides, memory files, character profiles, and chapter files. Claude has access to all of them in every conversation within that project.

The Instructions panel at the top right is where you set rules that apply to every conversation in the project. Mine always include British English spelling and grammar. But there’s another instruction I’ve learned to add without fail:

Do not create and use random character names. Ask for a name.

That might seem oddly specific. Here’s why it exists. Claude has favourite names. Ask it to introduce a background character and there’s a good chance you’ll meet Sarah Chen. Leave it unchecked across multiple projects and you end up with three Sarah Chens across different books in your series. By putting that instruction in the project, you force Claude to pause before naming anyone. It asks. You decide. The name goes into the character file and is never forgotten — or accidentally repeated.

Some instructions are series-specific. My Black Eyes and Broken Souls project includes: You must remember that in the UK police do not carry firearms. They would likely be armed with an extending baton and taser only. Without that, AI will cheerfully have a detective draw a gun in a tense scene — because most of its training data assumes American policing norms. One missing instruction and Reeves is suddenly armed in a way that would never happen, the scene is wrong, and you have to catch it in editing rather than preventing it at source.

The instructions also set the level of creative freedom for that specific project. For a novel-in-progress I keep the instructions tight: stay within established canon, don’t invent. For a brainstorming project I give more latitude. The purpose of the project shapes what goes in the instructions.

The through-line here is: I am always in control. AI suggests, critiques, reshapes, explores. But I decide. I accept or reject. I refine or redirect.

And yes, creative work happens in this process. AI doesn’t just handle grammar and spelling. It generates ideas, suggests plot directions, stumbles into character depths I hadn’t considered. But it does this in service of my story, not in place of it.





Section 12. Different Tools for Different Jobs

I tried other AI models for prose work. ChatGPT was technically competent but it produced prose that read like a reference manual. Competent, but cold. No storytelling voice. Gemini was worse—it seemed to invent things that had nothing to do with what I’d asked. I’d present it with a scene and it would generate content about entirely unrelated topics. Useless.

Claude, though. Claude reads my style guides. It understands my summaries of previous events. It maintains character consistency across chapters. It doesn’t just apply grammar rules; it understands the voice I’m aiming for and tries to match it. That’s why I pay for Claude. It’s the only tool that does the heavy lifting of prose work without losing the story underneath.

For image generation, ChatGPT and Copilot both work fine. I’m not trying to create publishable artwork; I’m verifying that my character descriptions are clear. Does the AI draw something that matches my mental image? If yes, the description is solid. If no, I know I need to rewrite it.

For critique, NotebookLM is exceptional. It reads entire documents and understands context in a way that line-by-line tools don’t. It can say things like: “You established in chapter three that this character was afraid of heights, but in chapter nine they’re climbing without hesitation. Is that intentional character growth, or an oversight?” It catches what I miss because I’m too close to the work.

But here’s the crucial part: I never implement NotebookLM’s suggestions directly. I review them. I think about them. I ask Claude what it thinks. Sometimes the suggestion is spot-on and I incorporate it. Sometimes NotebookLM has misread the context and I reject it. Sometimes it highlights something that needs fixing, but not the way NotebookLM suggests.

The key insight is: different tools catch different things because they work differently. Claude is good at voice and fluency. NotebookLM is good at structural consistency. ChatGPT and Copilot are good at image generation. None of them are good at everything. And that’s fine. I use each for what it does well.

This also protects me from being “blinkered”—thinking one AI is doing a perfect job and missing things because I’ve stopped looking. By using multiple tools, I force myself to think critically about what each one produces.

A concrete example: dialogue and voice variation

Here’s a little fun example, something that demonstrates AI’s utility without replacing authorship. I want to demonstrate that you can use AI to manage your characters dialogue, by exploring a scene where Dave (my protagonist) speaks in Shakespearean/Early Modern English. I wrote the characters voice in my plain English, and AI converted it to a speech pattern I dictated.

Claude produced this exchange:


Dave glanced at the hitman, then back to Ralph. The message was clear—this wasn’t just muscle for show. This was someone Ralph wanted him to know about.

“I won’t take much of it, then,” Dave said. “I’m here about a debt you bought from John G. Bloke named Markus Sullivan. I want to buy it from you. Clear the account, close the books, walk away.”




Dave glanced at the hitman, then back to Ralph. “I shall not encumber thy time overlong,” Dave said, his words measured and grave. “Hear me well—I come upon the matter of a debt, one that thou didst acquire from John G. A man named Markus Sullivan, whose obligation now rests within thy coffers. I would purchase this debt from thee, that we might settle accounts and part as men of honour.”



This works because Claude understands:


	Early Modern English grammar and syntax (thou/thy/didst)

	How to maintain character voice while changing dialect

	The tonal shift needed for that moment (formal, measured, threatening)

	That this is an exception to Dave’s normal speech, not his baseline



I didn’t have to know Shakespeare to generate authentic-sounding Shakespearean dialogue. Claude handled the mechanics. I handled the decision: Does this serve the story? Does it land the way I need it to?

This is exactly what I mean by AI handling mechanics. I don’t know Early Modern English syntax. But I know what emotional beat I need. Claude bridges that gap.





Section 13. Why This Works Without Replacing Storytelling

Here’s what AI cannot do: it cannot decide what your story is about. It cannot know why you care about a particular character or plot point. It cannot feel the emotional logic of a scene the way you can. It cannot make the creative decisions about what matters and what doesn’t.

What AI can do: handle the mechanics so you can focus on story. Suggest ideas when you’re stuck. Catch inconsistencies you’ve missed. Generate readable prose so you can reshape it into your voice.

The anxiety about “AI replacing writers” assumes that the hard part of writing is prose mechanics. Grammar, spelling, sentence structure. And for a certain kind of writer, maybe it is. But for me—and for anyone building a system—the hard part is story. Character. Motivation. Why does this scene exist? What does this character want? How does this moment change them?

Those are the questions AI can’t answer. I have to answer them.

What AI does is remove the friction between “I have a story in my head” and “I have prose on the page.” For someone like me, who struggles with grammar and spelling and proofreading, that friction is real. It’s a barrier. Without AI, I’d spend enormous time on mechanics—proofreading, fixing errors, rewriting sentences that don’t quite work—and less time on the actual storytelling.

With AI, I can spend my energy on story. On character. On making sure the emotional logic is sound. On deciding whether that vampire concept actually serves the larger narrative. On pushing back when AI tries to steer the plot in a direction I don’t want.

This matters for accessibility. For someone with dyslexia, the friction is even greater. For someone with ADHD who can’t sustain linear focus for hours, the friction is different but equally real. AI doesn’t cure these things. But it removes a barrier so that the creative work can happen.

And here’s the thing about the creative work AI does contribute: I’m still the author. I’m the one who decided to explore vampire motivations in the first place. I’m the one who recognised that Claude’s suggestion about fractured memory was brilliant and worth developing. I’m the one who rejected the new character and plot redirect. I’m the one who refined the idea into something that serves my story.

AI generated a spark. I chose whether to fan it into flame or let it die.

That’s not cheating. That’s how tools work. A hammer doesn’t build a house; a carpenter does. A word processor didn’t write this book; I did. And an AI didn’t write my novels; I did, using AI as part of my process.

The final say is always mine. And that’s what makes it work.





PART 4: INFRASTRUCTURE & METHODOLOGY (NON-TECHNICAL)


Section 14. Building Your System Without Being a Software Engineer

I looked at existing tools for managing novels. Scrivener. Campfire Write. Others. They all had the same problem: subscription model, limited features for what I wanted, locked into their ecosystem. I wanted something open source. I hate software lock-in. After years in IT, I’ve learned that proprietary systems own you. So I built the novel-codex.

But here’s the truth: you don’t need the novel-codex to manage a series. You need a system. And the simplest system that works is often the best one.

If you’re starting from zero, here’s what I’d recommend:

You have two solid options, depending on what matters to you.

Option One: Google Drive

Google offers free cloud storage. You get Google Docs for writing. You can organise into folders. You can share access with an AI (Claude, ChatGPT, whatever you prefer) through their project memory features. It costs nothing. It’s accessible from anywhere. It handles version history so you can revert if you make a mistake.

The trade-off: your files live on Google’s servers. They’re cloud-based, which means they can be accessed from anywhere, but it also means they’re subject to cloud scraping and data analysis. If that concerns you, this isn’t your option.

One thing worth acknowledging here: if you’re using AI to help write your novel, you’re already sharing your work with an AI provider. That’s the nature of the tool. But there’s an important distinction — when you paste a scene into Claude, you’re making a deliberate choice about what to share, when, and with whom. That’s on your terms. Passive cloud scraping from your storage platform is a different thing entirely: it happens in the background, on the platform’s terms, without you deciding to share anything. The concern isn’t about AI seeing your work — it’s about who controls when and how that happens.

Option Two: Obsidian

Obsidian is free, open-source software that stores files on your system as plain markdown. Your files are yours. They’re not in cloud storage. They’re not being scraped. They live on your hard drive, and you control them entirely.

Obsidian also has built-in linking—you can create wiki-style connections between notes. Character mentions location, click and jump to location file. It’s designed for interconnected knowledge, which is exactly what a novel series needs.

The trade-off: files are local, so you need to handle your own backups. But markdown is simple enough that any text editor can read it. You’re not locked into Obsidian’s format. And if privacy and control matter to you—if you hate software lock-in and cloud scraping as much as I do—this is the choice.

I’d actually recommend Obsidian now more than Google Drive, for those reasons.

Here’s the structure (works for both Google Drive and Obsidian):

My Novel Series
├── 01-book-one
│   └── Chapters
│       ├── 01-the-breach.md
│       ├── 02-first-contact.md
│       └── 03-the-long-way-home.md
├── 02-book-two
│   └── Chapters
│       ├── 01-old-debts.md
│       └── 02-the-handover.md
├── characters
│   ├── anderson-dave.md
│   ├── anderson-dave-memory.md
│   ├── ivanovich-grigory.md
│   ├── ivanovich-grigory-memory.md
│   ├── haddad-omar.md
│   └── petrova-anya.md
├── locations
│   ├── moscow.md
│   ├── london.md
│   └── safe-house-alpha.md
├── organisations
│   ├── fsb.md
│   └── black-ops-agency.md
├── world-building
│   └── rules-and-lore.md
├── timeline
│   └── series-timeline.md
└── style-guide.md

(Markdown files in Obsidian, Google Docs in Google Drive. The structure is identical.)

Notice the naming pattern throughout: 01-book-one, 01-the-breach.md. Numbers prefix everything — books and chapters alike — so the operating system sorts them into series order automatically. No word “Chapter” in the filename either — that’s redundant when you’re already inside a Chapters folder. More importantly: the number lives in the filename, but not in the chapter text itself. Inside 01-the-breach.md, the heading just reads “The Breach.” No chapter number.

This is deliberate. It decouples sequence from content.

Character files go surname-first: petrova-anya.md rather than anya-petrova.md. That way alphabetical sorting groups characters by family, which is useful in a series with large casts. Everything is lowercase and hyphenated throughout — no spaces, ever. Spaces in filenames cause havoc with certain applications and command-line tools, and the habit of avoiding them costs nothing.

When you want to insert a new chapter between chapters two and three, you rename a handful of files. The prose is untouched. You don’t need to hunt through the text to change “Chapter 3” to “Chapter 4” across six files. The number is a filing concern—the title is a story concern. Keeping them separate means reorganising costs almost nothing.

That’s the core. Folder per book. Folder for characters (one doc per character). Folders for locations, organisations, world-building. A timeline. A style guide.

Why this structure? Because you need to find things. If you have a file called “Characters.doc” with fifty characters in it, searching for “Anya” becomes a manual hunt. If you have “Anya_Petrova.doc,” you know exactly where to look.

The AI doesn’t care about folder structure. It just needs access to the files. But you do care, because you’re the one navigating this system manually sometimes. Make it scannable. Make file names meaningful.

The principle: One reference per file. One location per doc. One character per profile. Don’t cluster them just to look tidy.

Now, if you want more than Google Drive—if you want something that queries across documents, or builds connections automatically—that’s when you start building. Or you use something like Notion, which offers more structure without requiring code. Or Obsidian, which is free and lets you build wiki-style links between notes.

What is the novel-codex?

I built a custom application using Python and Svelte that uses SQLite or PostgreSQL to store chapters and metadata (lore, profiles, guides) for my novels. It features an MCP (Model Context Protocol) that allows AI to interface with the stored data as a source. I’m considering open-sourcing it, though some components (like the Hugo static site export for creating EPUBs and web pages) are bespoke to my workflow. Check realhero.uk for updates on open-source availability.
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The Novel Codex chapters view, showing The Congo Conspiracy organised by Act with individual chapter cards.

The chapters view above shows how the novel-codex organises a book: chapters grouped by Act, each card showing the chapter title and word count. At a glance you can see the shape of the whole novel — which acts are dense, which are lean, where you are in the story.
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The Novel Codex lore view, showing world-building documents including location profiles for Dave’s Home and The Hanged Man Pub.

The lore view shows the other half of the system: world-building documents organised into folders — Locations, Organisations, Tactics, Technology, Vehicles, Weapons. Each document is searchable and accessible to AI through the MCP. When I’m writing a scene set in The Hanged Man Pub, Claude can query exactly what the pub looks like, where it sits in Birmingham, and what kind of place it is — without me having to paste that information in manually every time.

But here’s the crucial point: the novel-codex is my solution to my specific problem, not the solution you need. The methodology works equally well with Obsidian, Google Drive, or any organised folder structure. The tool matters less than the principle: externalise the complexity so you can focus on story.

One more thing: don’t keep garbage files. If you’ve written a version of a chapter you’re not using, don’t keep it as “Chapter_3_v2_OLD.doc” sitting in your folder. Delete it. Throw it away. If you’re worried about losing it, keep a backup folder outside your working stream. But don’t let dead versions clutter your active system. They create confusion. They create the possibility of accidentally using the wrong version. They’re mental clutter.

This is a mindset, not a tool. If something isn’t serving the work, remove it. Don’t build new decisions on top of garbage.





Section 15. The Reference Layer in Practice

Let me show you what a character profile actually looks like.

This is Anya Petrova from the Real Hero series. She’s a core character who appears across multiple books.

Anya Petrova

Physical Early 30s, 5’9”, lithe but muscular. Jet-black hair in tight ponytail or bun. Piercing grey eyes. Combat scars. Practical tactical gear.

Personality Ruthlessly efficient and calculated. Cold professionalism masks buried emotional depth. Values results over relationships. Pragmatic approach to loyalty. Strategic mindset, always planning ahead. Low tolerance for incompetence.

Core Abilities Elite hand-to-hand combat specialist. Expert in stealth and infiltration. Multilingual (Russian, English, Mandarin, Arabic). Advanced cyber warfare knowledge. Psychological manipulation. Tactical weapons proficiency with emphasis on knives.

Background Former Russian Spetsnaz operative. Defected under mysterious circumstances. Currently serves as black ops specialist. History of high-stakes international missions. Implied personal betrayal in her past. Sophisticated understanding of power dynamics.

Character Dynamics Maintains professional distance. Uses intimidation naturally. Reveals vulnerability rarely but strategically. Views relationships through tactical lens. Calculated risk-taker. Masters physical and psychological warfare.

Writing Notes Contrast between brutal efficiency and hidden depths. Past betrayals influence current loyalty decisions. Tension between professional detachment and personal history. Strategic use of beauty and charm as weapons. Psychological scars manifest in crucial moments. Complex relationship with authority and control.

Fighting Style Spetsnaz training with martial arts integration (Sambo, Systema, Judo, Wing Chun, Kali). Uses environment to advantage. Prefers to control engagement distance. Seamlessly transitions between standing and ground. Specialises in multi-opponent scenarios. Signature: rapid-fire combinations, fluid movement, turns opponents’ weapons against them.

Speech Patterns Precise, economical wording. Occasional Russian syntax structure. Technical terms for combat and cyber operations. Clipped sentences under pressure. Dry humour when relaxed. Instead of “I’ll check the computer,” she’d say “Starting system infiltration. Five minutes maximum.” Instead of “That’s funny,” she’d say “Amusing. Very amusing.” Speech reflects her cold professionalism and strategic mindset.



That’s a character profile. It’s not a novel. It’s not exhaustive. It’s the useful parts—the things you need to remember to keep her consistent across books.

Notice what’s not in there: her favourite colour. Her coffee order. Whether she likes cats. Those details matter if you write them into a scene, but they don’t need to live in a profile. A profile captures what keeps the character consistent across the entire series.

For Anya, that’s: she’s efficient, emotionally guarded, skilled at combat and manipulation, and has a mysterious past that shapes her decisions. If you keep those elements consistent, the character holds together.

Character memory files

Some characters accumulate detail that doesn’t belong in a profile. Grigory, for example, has a prosthetic claw — a titanium-carbon fibre system with neural interface, three operating modes, and a 72-hour battery. That level of technical specification is encyclopaedic. It would swamp a character profile and make it harder to use, not easier. So it lives in a separate file: ivanovich-grigory-memory.md.

A memory file is also where a character’s personal timeline lives. Not the series timeline — that’s elsewhere — but their timeline. When did Grigory lose his hand? Which book, which chapter, what caused it? When was the claw fitted? When did he first use it in combat? These are facts you’ll need when writing prequels, flashbacks, or scenes where another character references his history. They’re too granular for the profile but too important to leave undocumented.

The distinction is straightforward: the profile tells you who the character is. The memory file tells you what has happened to them and how their world works in detail. One file per character — surname-forename-memory.md alongside surname-forename.md in the same folder — and you only create it when the character warrants it. Minor characters rarely need one.

What goes in a profile depends on the character’s role:

For protagonists like Dave, the profile is extensive. His abilities, his limits, his evolution across books, his relationships to other characters—all of this matters because he’s the anchor of the series.

For supporting characters, less. Maybe just their role, their relationship to the protagonist, and how they change.

For minor characters, sometimes just a name and a function.

Building a profile from existing writing

You don’t have to write a character profile from scratch before you start. If you’ve already written several scenes with a character and you’re happy with how they’ve come across — their voice, their mannerisms, the way they speak under pressure — AI can help you formalise that.

Feed Claude the chapters where the character appears and ask it to extract a profile.

Ask AI: “Read chapters 12 to 16 and build or update the character profile of [character] to incorporate the written details for future reference.”

Claude will reflect back what’s already on the page, structured into something you can reuse. Review the result — check it captured what you were after, remove anything that feels wrong, add anything it missed. But the heavy lifting is done. AI is a tool to make life easier; use it.

This matters because the profile then captures the character as you’ve actually written them, not as you intended to write them when you started. Those two things aren’t always the same. If your instincts produced something better than your original plan, the AI-generated profile locks that in and helps you maintain it going forward.

When do you update a profile? Only on significant events. You don’t update Anya’s profile because she got a new haircut in chapter twelve. But if she loses a finger in book five, that goes in immediately. Because you’ll write a prequel later and need to remember: she had all her fingers then. Same with scars, injuries, relationship status changes, revelations about her past.

Style guides:

A style guide documents how prose should work in your universe. Here’s an example from my Real Hero series—guidance on action sequences:

Core Elements to Preserve:


	Clear, coherent action flow

	Tactical precision in movement descriptions

	Team communication efficiency

	Tension and pacing

	Practical combat details



Areas for Enhancement:


	Sensory integration (what does gunfire sound/feel/smell like?)

	Internal processing (what is the character thinking during action?)

	Environmental integration (how does the setting affect the action?)

	Character dynamics (how do team members communicate and support each other?)

	Combat description (balance technical accuracy with narrative flow)



The style guide then includes examples of what to avoid and what to aim for, creating a reference that keeps action sequences consistent across chapters and books.

As you write and learn, your style guides grow more detailed. My early guides were simple (tone + basic structure). As I became more experienced, I added more nuance: character-specific voice patterns, sensory language hierarchies, pacing techniques. A guide isn’t something you write once and forget—it evolves as you evolve as a writer.

And here’s a secret: you can ask AI to help you write your style guide. Describe what you want your prose to feel like. Give AI examples of scenes you love. Ask it to extract the patterns. “Here’s a scene I wrote that nails the tone I want. What stylistic choices made it work? What should my guide emphasize?” AI can help you articulate what you already know intuitively about your own voice.

The same principle applies to locations:

One file per location. Name it clearly. Include: what’s there, who controls it, what resources are available, what’s not possible there (can’t escape this way, can’t hide here, this person isn’t allowed entry).

For example, if you have a safe house, you need to know: how many entrances? What security? Who has access? How far from civilization? What supplies are stored? If you don’t know these details, you’ll write a scene where a character escapes through a window you never established, or finds a weapon you never mentioned.

Timeline is where things get tricky.

A timeline doesn’t need to be a spreadsheet. It can be as simple as a document that says:

“Book One, Chapter One: Monday. Dave discovers the facility breach.”

“Book One, Chapter Six: Wednesday. Dave confronts the antagonist.”

“Book One, Chapter Seven: Following Sunday. Team regrouping.”

Sometimes the gap matters. Monday to Wednesday is three days of intense action. But what about Wednesday to Sunday? Four days pass. Did anything important happen then? Should the reader care? If yes, document it. If no, the gap is just… a gap.

The tricky part is knowing which gaps matter. And that’s where timeline gets personal—it depends on how your brain organises time, and what details matter to your story.

I still struggle with this. I’ve written scenes where Chapter Six happens over three days starting Monday, and Chapter Seven starts on a Sunday. That’s a four-day gap. Sometimes that gap is crucial to the plot. Sometimes it’s just dead time. You need to know which is which, or you’ll contradict yourself later.

My approach: note the start and end dates of major scenes. Flag gaps that feel suspicious. When you write a flashback or prequel later, check the timeline and ask: “Could this character have done this thing at this time?” It catches mistakes.

But honestly, timelines are still something I’m improving. The Grigory example from earlier—he lost his right eye and right hand in Tides of Vengeance. That detail needs to live somewhere so that when you write a prequel, you remember: he had both hands then, both eyes then. Whether that lives in his character profile under “significant events” or in a separate timeline, it needs to be findable.

The principle with all of this: documentation serves future you.

When you’re writing book five and you need to remember what happened in book two, you don’t want to reread the entire book. You want to open a file and find: “Grigory lost his right eye and right hand in Tides of Vengeance.” Done. You can move on.





Section 16. Consistency Without Constraint

You have a reference layer. You have your files. Now you use them.

The manual check: Before you write a scene with a character, open their profile. Remind yourself who they are. What’s their motivation? What would they do in this situation? This sounds tedious, but it takes thirty seconds and prevents continuity errors.

The red flags:

If a character suddenly acts completely different from how you’ve established them, that’s a red flag. Not development—completely different. Anya is ruthlessly efficient and emotionally guarded. If she suddenly becomes bubbly and sentimental without justification, that’s a problem. Either you’ve made a mistake, or you’re writing a crucial moment where her facade cracks and she reveals something real. If it’s the latter, flag it as intentional. If it’s the former, fix it.

If a character knows something they shouldn’t know yet, that’s a red flag. Omar learns about a conspiracy in chapter twelve. In chapter eight, he can’t act on that knowledge.

If a location suddenly has features you never established, that’s a red flag. You write a character escaping through a maintenance tunnel. But you never mentioned the tunnel exists. Either add it to the location file retroactively (if it makes sense) or rewrite the escape.

If a timeline contradicts itself—Thursday turns into Friday in the next chapter—that’s a red flag. Check your timeline. Figure out which is right. Fix it.

Using AI for consistency checks:

Upload your chapters and your reference layer to Claude (or NotebookLM, or whatever tool you use). Ask it: “Here are the first five chapters. Here’s Anya’s character profile. Does Anya’s behaviour in chapter four contradict her profile? Does she act out of character?”

Claude will catch things you miss because you’re too close to the work. It’ll say things like: “In chapter two, Anya refuses to work with authority figures. In chapter four, she volunteers for a government task without hesitation. Is that character growth, or an inconsistency?”

Then you decide. Is it growth? Has something happened to change her mind? Or did you forget her fundamental distrust of authority? If you forgot, rewrite. If it’s growth, make sure it’s earned—there should be a moment where the reader understands why she’s changed her mind.

The multi-AI approach:

I use NotebookLM for consistency checks because it reads entire documents and understands context. Claude is better for prose work. They catch different things because they work differently.

If you’re using AI for critique, use more than one if you can. They’ll disagree sometimes. And that disagreement forces you to think critically instead of just accepting feedback.

How NotebookLM Works for Consistency Checking:

NotebookLM is most effective when fed multiple interconnected documents. Here’s what a typical consistency check looks like:

The Input: You upload your recently written chapters (say, chapters 1-5) alongside your reference layer: character profiles like Anya’s, your lore and worldbuilding documents, and your timeline. NotebookLM reads all of it simultaneously.

The Query: Instead of asking for prose polish, you ask structural questions: “Based on the character profiles and these chapters, does Anya Petrova act out of character in her interactions with authority figures in chapter four?” Or: “Scan these chapters for any contradictions regarding character fears or physical limitations.”

The Catch: NotebookLM flags issues like: “Character was established as afraid of heights in chapter three, but is climbing without hesitation in chapter nine. Is this earned character growth, or an oversight?”

Your Decision: This is where you stay in control. The AI found the inconsistency. Now you decide: Is this character growth that’s been earned through the narrative? Or did you forget the established fear? If it’s growth, make sure there’s a moment where the reader understands why they changed their mind. If it’s an oversight, rewrite the scene.

The Cross-Check: If you’re unsure, ask Claude (or another AI) for a second opinion: “NotebookLM flagged this. Does this seem like earned character development, or a genuine inconsistency?” Often a second perspective catches nuance the first missed.

Why NotebookLM Specifically: While Claude is better for voice and fluency, NotebookLM excels at structural consistency because it can read entire documents and understand context in a way that line-by-line editing tools don’t. It holds the whole story in its mind while checking for logical contradictions. Other AIs might catch prose-level issues; NotebookLM catches story-level ones.

The principle: Revision is problem-solving, not criticism.

When you find an inconsistency, it’s not a failure. It’s data. It tells you something about where your attention lapsed, or where you made an assumption that wasn’t on the page. Fix it. Move on.

Chekhov’s Gun:

There’s a dramatic principle called Chekhov’s Gun: “If you say in the first chapter that there is a rifle hanging on the wall, in the second or third chapter it absolutely must go off. If it’s not going to be fired, it shouldn’t be hanging there.”

Every detail you introduce draws the reader’s attention. They expect it to matter. If it doesn’t, you’ve broken the contract with them.

In practice, this means: if a character mentions they have a fear of heights, you’ve introduced something that now needs to serve the story. Either they overcome it. Or it constrains their actions. Or they’re forced to confront it. But you can’t mention it and then forget about it.

This is where your reference layer becomes crucial. If you document that a character is afraid of heights, you won’t accidentally write a scene where they’re climbing without hesitation—unless that scene is intentionally showing character growth. The documentation prevents you from introducing “guns” you never fire.

And remember: not everything needs to be documented.

Your brain is a valid storage system. If you revisit a detail regularly, if it lives constantly in your mind, you probably don’t need a file for it. But if it’s something you might forget—a character’s scar location, when they lost a limb, what they know at what point in the story—write it down. Externalise it.

The system supports your creativity. It doesn’t replace your creative thinking. The reference layer is there so you don’t have to waste mental energy tracking logistics. You can focus on story.

That’s the whole point.





PART 5: FROM DREAM TO PUBLISHED


Section 17. The Real Hero Series: A Case Study

I’ve published eighteen novels across three series: Real Hero (ten books plus one prequel), Black Eyes and Broken Souls, and Tauros. All eighteen live on my website, free to read. The methodology I’ve described in Parts 2-4 isn’t theoretical—it’s what’s kept those eighteen books coherent across multiple series, years of writing, and the complexity of managing dozens of characters across thousands of pages.

The Real Hero series specifically spans ten novels plus “Origins,” a prequel that focuses on Serj’s background. That alone presents a consistency challenge: a prequel must align with everything established in the main series, but it’s written after those books are complete. You can’t contradict what’s already published.

The novel-codex handles this by separating documentation by project, series, and novel, whilst maintaining a common lore section. So the Real Hero series has its own character files, its own timeline, its own style guide. But the lore—the fundamental rules of the world—is shared. When I write the Serj prequel, it accesses the same lore as the main series. This prevents world-building contradictions whilst keeping each series independent.

Here’s what the methodology prevented:

I could have written book five of Real Hero and contradicted something I established in book two. I could have had a character age backwards, or gain an ability they didn’t have, or suddenly know something they shouldn’t know yet. I could have written a prequel and realised halfway through that the timeline doesn’t match with what’s already published. I could have abandoned the series halfway through because the complexity became overwhelming.

None of that happened. Not because I’m naturally talented at keeping track. But because I externalised the complexity.

The character profiles live in files. The timeline lives in a file. The lore lives in files shared across all series. The style guide lives in a file. When I sit down to write Real Hero book twelve, I’m not relying on my memory of Real Hero book four. I’m opening files and checking. When I write the Serj prequel, I’m checking against both the Real Hero timeline and the shared lore to ensure consistency.

Here’s what the methodology allowed:

I could write increasingly complex narratives. By book ten, I was managing Dave’s team across multiple locations, multiple concurrent plotlines, antagonists with their own motivations, and a world that had rules and physics and limits. The reference layer meant I could hold all of that in the system instead of in my head. My creative energy could go to story instead of logistics.

I could rewrite books one through seven—nearly two years after publishing them—because I’d learned to write better. The methodology made those rewrites possible. I could pull the old chapters, compare them to the style guides I’d developed, and improve the prose without losing the story. The reference layer meant the characters and timeline stayed consistent across the rewrites.

I could discover that a scene I’d written years earlier—a moment focused on Serj’s brutal efficiency with violence—didn’t fit in the book where I’d originally placed it because Dave was on scene, and Dave’s presence changes how Serj acts. So I took the entire chapter and stored it. Years later, when I wrote a book where Serj operates without Dave’s support, the scene fit perfectly. It had to be rewritten to match the new context, but the core of it was there.

This is what a system does: it lets you build complexity without drowning in it.

The numbers:

I’ve written eighteen books across three series. All eighteen are free on my website first—that’s where they premiere. After publication, I push them to Amazon and Goodreads (in that order; Goodreads requires the Amazon publication to reference them). The vast majority of readers will encounter my work through my website, where it’s freely available. The Amazon and Goodreads presence serves as additional distribution points and a permanent archive.

I’ve sold a handful of copies through Amazon. That’s not the success metric. I’ve finished eighteen books. That’s the success.

I write for pleasure, not for money. Money would be nice. But the pleasure of finishing a story, of knowing it’s coherent and complete, of putting it out into the world for anyone who wants to read it—that’s the reward. The methodology made that possible.





Section 18. Licensing, Distribution, and Giving It Away

All my novels are licensed under Creative Commons Attribution Non-Commercial Share-Alike (CC BY-NC-SA 4.0). Here’s what that means:

You can read my books. You can share them with others. You can modify them, create derivative works, remix them. You can distribute them freely. But you cannot profit from them. If someone takes my work and turns it into a feature film, they cannot keep the money. They cannot sell it. They cannot use my story to line their pockets whilst I sit penniless.

That license exists because I write for pleasure, not profit. But I also don’t want someone else profiting from my work. The license protects both: you get to read my books for free, and I know you’re not making money off them. We both get what we want—pleasure and freedom—without money changing hands.

All my books live on my website first. That’s where they premiere. That’s where they’re freely available. That’s where I control the presentation and distribution.

After publication on my website, I push them to Amazon, partly to prove to myself how straightforward it is. If you can create an EPUB file from your work, getting it into Amazon KDP is simple. It’s a permanent record. And some readers prefer to find books on Amazon rather than on author websites. So I put them there as an additional distribution point.

Creating an EPUB from your manuscript

My own workflow uses a custom Python script inside the novel-codex — it assembles the markdown files in order, injects the cover image, adds metadata, and outputs a finished EPUB. That’s not a realistic option for most people. Here’s what is:

Calibre is the tool to start with. It’s free, open source, and runs on Windows, Mac, and Linux. You import your files — markdown, Word documents, or plain text — set the title, author, and cover image through a straightforward interface, and export to EPUB. It produces clean results without requiring any technical knowledge. If you donate to one piece of software this year, make it Calibre. It’s been quietly doing essential work for readers and writers for years.

Pandoc via Docker is the option for anyone comfortable with a terminal. Install Docker Desktop (available for Windows, Mac, and Linux), open a terminal in your manuscript folder, and run:

docker run --rm --volume ".:/data" pandoc/latex *.md -o book.epub

That single command converts all your markdown files into an EPUB. Docker handles all the dependencies — you don’t need to install Pandoc or any other tools directly. On Linux and Mac you’ll want to add --user $(id -u):$(id -g) to the command to avoid file permission issues; Windows users can leave it out.

docker run --rm --volume ".:/data" --user $(id -u):$(id -g) pandoc/latex *.md -o book.epub

Sigil rounds out the toolkit, but it’s a finisher rather than a creator. Sigil is a free EPUB editor — it doesn’t import markdown directly, so you’d use Calibre first to produce the EPUB, then open it in Sigil to adjust the cover, tweak formatting, or correct metadata. Think of Calibre as the printing press and Sigil as the bindery.

A note on online EPUB converters: most free tools have vague terms around content ownership. Avoid uploading your unpublished manuscript to a free online service unless you’ve read the terms carefully. Your work is yours until you choose to publish it.

Then comes Goodreads, which requires the Amazon publication to exist before it can reference the books.

But I’m not chasing Amazon sales. The website is primary. Amazon and Goodreads are secondary. If I had a marketing budget, I could probably sell more copies. But marketing isn’t my strength, and money is scarce. So instead, I’ve built a system where people can read my work for free on my website, share it with others, and the only cost to either of us is time.

The bigger point: choose your distribution and licensing to match your values.

If you write for money, traditional publishing or commercial platforms make sense. If you write for pleasure and want your work free, Creative Commons and your own website work. If you want something in between—some sales, some free distribution—you can do that too. The tools exist for all of these models now.

What matters is being intentional about it. Know why you’re publishing where you are. Know what you’re protecting and what you’re sharing. Don’t default to “this is what writers do.” Make a choice.





Section 19. Finishing What You Start

The hardest part of a novel isn’t the beginning. It’s the middle. Around chapter fifteen or twenty, when the initial excitement has worn off and the ending is still distant, when you’re not sure if what you’ve written is actually good, when the complexity of keeping track of everything hits you—that’s where most writers abandon.

Methodology doesn’t prevent this. No system stops the middle sag from happening.

But the system provides the map to get out of it. Here’s what helps: step away.

If you hit a wall, don’t force it. Walk away. Sleep on it. Take a week off. Your brain will keep working in the background. I’ve woken up in the morning with solutions to problems I went to bed frustrated about. I’ve fixed plot holes in my dreams. I’ve discovered character motivations whilst walking the dogs.

Forcing prose when you’re stuck produces garbage. You know it’s garbage. Your reader will know it’s garbage. Revision can fix some things, but it can’t fix a middle section that was written through gritted teeth.

So take a break. Recharge. Come back.

And here’s the other thing: finishing it badly is progress.

If you write a chapter that’s clunky and awkward and doesn’t quite work, that’s still a chapter. You’ve done half the work. The revision pass will make it better. But the hard part—generating the raw material, discovering what the scene actually is—that’s done. Now you just need to shape it.

This is where the methodology helps indirectly. If you have a reference layer, you can take a break without losing the thread. You can step away for a week knowing that your character profiles are documented, your timeline is noted, your lore is filed. You don’t have to hold everything in your head. You can rest.

And when you come back, the system is still there. You open the files. You remember where you are. You pick up where you left off.

On unwritten scenes:

You might have scenes in your head that don’t belong to any book yet. A moment between two characters. A confrontation. A revelation. These scenes are memories of things that haven’t happened yet. You can write them down, but they probably won’t fit perfectly into any current novel. They’ll sit, waiting.

Years later, you’re writing a different book and you realise: this is where that scene belongs. But it won’t fit as-is. The context is different. The surrounding events don’t match. So you rewrite it. You reshape it to the new book’s requirements. The core of the scene might remain, but almost everything else changes.

That’s not wasted work. That’s material you’ve already generated that you get to use again. You’ve already lived through the creative discovery of what the scene is. Now you’re just adapting it to its actual home.

The compounding confidence of finishing:

The first novel is hard. You don’t know if you can finish. You’re learning as you go.

The second novel is slightly easier because you’ve done it before. You know it’s possible.

By the third, you have a process. You have evidence that you can complete a book.

By the tenth, finishing feels inevitable. You’ve done it nine times. Of course you can do it again.

I’ve finished eighteen books. That certainty—that I can finish a book—is one of the most valuable things the process has given me. It removes the question of “can I do this?” That question is settled. I can. I have. Repeatedly.

That certainty compounds. Each finished book makes the next one feel more achievable, not less.

And that’s what you’re building with a methodology: not just a system for managing complexity, but a practice that builds confidence. You finish one book, you know it’s possible. You finish another, you know you’re not a fluke. You finish ten, and the question stops being “can I finish?” and becomes “which story do I want to finish next?”

That’s the real win.





PART 6: FOR THE ASPIRING NOVELIST


Section 20. You Don’t Need to Be Talented (But You Need Discipline)

Here’s the hardest part of this whole book to write, because it goes against everything you’ve probably heard about writers.

Talent is overrated. Consistency matters more.

I’m not naturally talented at writing. My grammar is weak. My spelling is worse. I struggle to spot my own errors. By traditional measures of “writing talent,” I’m mediocre. But I’ve finished eighteen books. Talent didn’t do that. Discipline did.

Discipline is different from talent. Talent is something you’re born with. Discipline is something you build. Discipline is showing up. Discipline is writing a scene even when you’re not sure it’s good. Discipline is revising something you thought was finished. Discipline is keeping a reference layer updated.

What you actually need to write novels:

Clarity on your story. You need to know what you’re trying to say. Not the whole book—just the part you’re writing. What does this scene accomplish? Why does this character make this choice? If you can answer those questions, you can write.

Willingness to revise. You’re not going to write it perfectly the first time. Nobody does. The work is in the revision. Accept that your first draft will be rough. Accept that you’ll reshape it. Accept that revision is where the real writing happens.

A system that works for you. Not my system. Not Stephen King’s system. Your system. Something that holds the complexity so you don’t have to. It might be as simple as a folder of text files. It might be more elaborate. But something external that tracks what you’ve built, so you can focus on building more.

That’s it. You don’t need natural talent. You need those three things.

The proof: I’ve written eighteen books without natural talent. The proof is what you’re reading. The proof is that someone without “the gift” can still finish novels if they’re disciplined enough to build a system.

On what counts as a book:

Everyone has at least one book in them. Maybe it’s a novel. Maybe it’s a children’s book. Maybe it’s an encyclopedia of your knowledge on a subject nobody else cares about. Maybe it’s a memoir, a guide, a manifesto, a collection of stories. Whatever it is, you should feel comfortable dumping it from your head onto the page.

The world doesn’t need more polished mediocrity written by people with “talent.” It needs more authentic stories told by people who have something to say. It needs your book, whatever shape it takes. It needs the knowledge in your head to stop being private and become public.

Use whatever tools make that easier. Use AI to remove friction. Use a system to hold complexity. Use discipline to push through the hard parts. But get your book out of your head and onto the page. That’s what matters.





Section 21. Building Your Own Practice

You’ve read nineteen sections of this book. You understand the methodology. Now here’s the real question: how do you actually start?

Write a scene.

Not an outline. Not character profiles. Not a detailed plan. A scene. Something that excites you. Something that makes you want to get it on the page. A moment between two characters. A confrontation. A discovery. Something that matters to you.

Write it. Don’t worry about how it fits into a larger story yet. Don’t worry about whether it’s the beginning, middle, or end. Just write the scene.

If the scene achieves what you wanted—if it makes you laugh, or shiver, or thrill—then you’ve got something. That’s your seed. That’s where the snowball starts.

Now expand on it. Think about the character in the scene. Who are they? What do they want? Why do they make the choices they make? Write down a few details. A paragraph is enough. You’re not building a full character profile yet. Just capturing what matters.

Now ask: where does this scene sit in a larger story? Is it the climax? The inciting incident? The middle of the book where everything changes? If you don’t know, that’s fine. Sit with it for a while.

When you have a sense of where the scene sits, ask: what needs to happen before this? What needs to happen after? Start sketching out a rough outline. Not detailed. Just: chapter one establishes the problem, chapters three through seven develop the complication, chapter ten is where the scene happens, chapters eleven and twelve show the fallout.

How many chapters do you want? How long should each be? What’s the book’s target word count? These aren’t rigid rules. They’re guideposts. They help you understand the shape of the story you’re building.

Then write another scene. And another. Each scene you write teaches you something about your story, your characters, your world. Keep writing.

As you write, you’ll start noticing things. A character appears in chapter three and you suddenly need to remember what they look like. A location in chapter two matters in chapter seven. A plot point established in chapter five contradicts what you wrote in chapter twelve. These are the moments where you’ll realise: I need to write this down.

That’s when you start building your reference layer. Not before. Not upfront. But when you discover you actually need it.

Some writers will need profiles after the first chapter. Others won’t need them until book two. Some will track timelines obsessively from the start. Others will keep everything in their head until the continuity errors force them to write things down.

There’s no “right” time to start documenting. Start when you need to. The reference layer grows with your practice, not before it.

On finding your flow:

You’ve probably heard the advice: write every day. Stephen King says so. Other famous authors say so. It’s presented as gospel.

But I don’t write every day. I write when the flow is present. Some days that’s hours. Some days it’s nothing. Some weeks I write thousands of words. Some weeks I don’t touch the manuscript because I’m stuck, and pushing through the block produces garbage.

Your methodology should support your flow, not replace it. The structure is there so that when you step away from the work—because you need to, because you’re stuck, because life happened—you can come back without losing the thread. The reference layer means you don’t have to hold everything in your head. The style guide means you don’t have to reinvent the voice.

But the actual writing? That happens when you’re ready. That happens when the story is pulling at you. That happens when the character is loud in your head.

Don’t force it. Don’t guilt yourself for not writing every day. Write when the flow is present. The structure supports that, not competes with it.

On using AI for your specific barriers:

AI is a tool. Like any tool, it’s most useful when applied to the right problem.

If you struggle with prose mechanics (grammar, spelling, proofreading), AI can help. Give it your rough draft and a style guide.

Ask AI: “Here is my rough draft and style guide. Rewrite the scene to match the style guide, improving grammar and prose without adding new plot elements or characters.”

Review what it produces. Reshape it to your voice.

If you struggle with plot structure, AI can brainstorm with you.

Ask AI: “Here’s my scene. How would I expand this into a full book? What needs to happen before and after? What’s the emotional arc?”

If you struggle with dialogue, write your conversation in your natural voice. Then give AI the character’s speech pattern — their vocabulary, their syntax, their personality.

Ask AI: “Here is a dialogue scene and a description of this character’s speech pattern. Rewrite the dialogue to match how this character actually speaks.”

Review it. Adjust if needed.

If you struggle with character consistency, upload your chapters and character profiles.

Ask AI: “Does this character behave consistently with their profile? Does any action in these chapters contradict who they are?”

But here’s a different approach if you’re stuck: instead of asking AI questions, tell it to ask you questions.

Ask AI: “I’ve written this chapter but something feels off. Ask me whatever questions you need answered to help me make it better — about character motivation, what I’m trying to accomplish, or what I’m uncertain about.”

Often the barrier isn’t that you need AI to write better—it’s that you haven’t thought clearly enough about what you’re writing. AI asking you the right questions can unlock that clarity. You already know the answers. You just need to articulate them.

Be specific about what you’re weak at. Don’t ask AI to write your novel. Ask it to handle the specific barrier that’s stopping you from finishing.

The honest truth about building your own practice:

Your methodology will be different from mine. That’s not a problem. That’s essential.

I built the novel-codex because I needed it. I organised my files a certain way because that’s how my brain works. I use multiple AIs because that’s what I discovered worked. You might find that Obsidian and one AI and a simple timeline is all you need. You might build something completely different.

The point isn’t to copy my system. The point is to build a system. Something external that holds the complexity. Something you actually use. Something that evolves as you discover what you need.

Start small. Write one scene. Build your reference layer when you need it, not before. Use AI for your specific barriers. Find your flow and protect it. Trust that the methodology will grow with your practice.





Section 22. Open-Sourcing and Giving Back

I’m strongly considering open-sourcing the novel-codex. It’s not a simple decision because parts of it are bespoke to my workflow—the Hugo static site export, the EPUB generation—but the core is useful. The ability to query character profiles, to track lore across projects, to separate documentation by series whilst sharing world-building: that’s valuable.

But more than the tool, I want to share the thinking. This book is partly about that. The methodology. The philosophy. The recognition that you don’t need to be naturally talented to finish novels. You need discipline and a system.

If you finish a novel using this methodology—or a variation of it—consider sharing what worked. Write about it. Document your approach. Help the next writer who’s stuck on the same problem you solved.

The publishing industry gatekeeps. It tells you that only certain kinds of writers, with certain kinds of talent, can finish and publish books. It tells you that you need an agent, a publisher, a marketing budget. It tells you that you need to be born with the gift.

That’s gatekeeping. And it’s nonsense.

The tools exist now to do this yourself. To write your books. To maintain them. To share them with readers. To build a community of writers helping writers. To remove the gatekeeping and let people tell their stories.

That’s why I write. That’s why I share the methodology. That’s why I’m considering open-sourcing the tool. Because stories matter more than markets. Because finishing a novel matters more than selling a novel. Because the world needs more voices, not fewer.

If you finish a book using the ideas in this one, that’s a win. If you build your own system and share it, that’s even better. If you help another writer remove a barrier to finishing, that’s the real victory.

You don’t need to be talented. You need to be willing to build a system and stick with it. You need to believe that your story matters enough to finish it. And you need to know that there are people—writers you’ve never met—who’ve walked this path and can point you toward the exit when you’re lost in the middle.

That’s what this book is. Not a map. Not a prescription. But a signpost. Evidence that it’s possible. Proof that finishing novels doesn’t require genius. Just discipline, a system, and the refusal to let your story stay unwritten.





EPILOGUE


Section 23. Story First

Everything in this book—the systems, the tools, the methodology, the reference layers, the AI workflows—serves one purpose: to get your story onto the page.

The methodology isn’t the point. The story is. The system doesn’t matter if it’s not in service of storytelling. The reference layer exists so you don’t have to think about it. The style guide exists so you can focus on character and plot instead of prose mechanics. The AI exists so you can spend your energy on what matters: telling your story.

If a system gets in your way, throw it out. If a tool doesn’t serve the work, stop using it. If methodology becomes a constraint instead of a support, redesign it.

But the story. The story always comes first.

You have a book in your head. It might be a novel. It might be something else entirely. Whatever it is, your job is to get it out. To transfer it from your brain to the page. To make it real enough that someone else can read it and experience what you experienced.

Everything else—the tools, the systems, the discipline, the AI assistance—those are just the scaffolding. They exist to make the transfer possible. They exist to remove friction. They exist to let you focus on the thing that only you can do: tell your story.

The methodology in this book is my methodology. It works for me. But your methodology might look completely different, and that’s not just acceptable—it’s necessary. Build what works for your brain. Build what supports your creativity instead of constraining it. Build the system that lets you finish your book.

And know that finishing matters more than perfection. Finishing matters more than sales. Finishing matters more than approval from traditional gatekeepers. A finished book—even an imperfect one—is a completed story. And the world needs your story, finished and imperfect, more than it needs your story trapped in your head forever.



A note on this book itself:

This book was written with AI assistance. But not in the way you’d write a novel with AI. This wasn’t “I wrote a rough draft and AI polished it.” This was something different: an extended conversation where AI asked me questions about my process, extracted the methodology from my brain, and helped me articulate what I actually do when I write.

The conversation went like this: I’d describe a problem I’d solved (managing continuity across 18 books). AI would ask clarifying questions (how do you track timelines? what does a character profile actually contain?). I’d answer with specifics (here’s my Anya profile, here’s how I use Obsidian, here’s what the novel-codex does). AI would synthesize that into prose that matched my voice and values.

Then I’d read it, think “that’s not quite right,” and push back. “Actually, the novel-codex came from a different place,” or “I need to emphasise that Obsidian is better than Google Drive because of privacy,” or “that Shakespeare Dave example shows exactly what I mean.”

Each section was rewritten multiple times. Almost every paragraph was reshaped. The structure was debated. The examples were refined. Because the goal wasn’t to let AI write the book—it was to use AI to help me extract what I know and present it clearly.

So this book is an example of AI as tool. But it’s a different tool than AI is in novel writing. Here, AI was a thinking partner. A question-asker. A synthesizer. A clarity-maker. But I was always the author. I decided what matters. I decided what to emphasise. I decided which examples to use.

The methodology of writing this book is different from the methodology of writing a novel. But the principle is the same: use the tools that serve your work. Use them well. But keep your story—your voice, your vision, your authority—at the centre.

Everything else is just scaffolding.
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